Some Project Ideas

1 Simulate pictures from a photograph in a style of your favorite painter .* 
Suggested method: Create a database of many paintings. For each patch in the photograph replace it with a most similar patch in the database. As the first step do it in gray-scale only. The patches are better to be matched after low-pass filtering. As a second step try incorporating colors. You should suggest a method for stitching patches. Try averaging first. Averaging will certainly blur the image. Think of a more “clever” way of stitching. 
2 Classify images of two categories using bag of features with learned weights.*     
Represent images using a bag of features representation. You can use any choice of interest point detector for patch selection, use SIFT descriptors and K-means for quantization. Learn weights of visual words as it was done in Schultz & Joachims
The resulting method should be tested empirically and compared to a bag of features with no weighting.
Some relevant references:

· Csurka, G., Dance, C. R., Fan, L., Willamowski, J., Bray, C., 2004. Visual categorization with bags of keypoints. In: Workshop on Statistical Learning in Computer Vision.
· Jiang, Y., Ngo, C., and Yang, J. 2007. Towards optimal bag-of-features for object categorization and semantic video retrieval. In Proceedings of the 6th ACM international Conference on Image and Video Retrieval 
· Matthew Schultz and Thorsten Joachims. Learning a Distance Metric from Relative Comparisons

3 Automatic cast listing for movies or TV shows

Develop a system that takes a movie and automatically determines the key actors and actresses and labels them each time they appear in the show.  In addition to the visual cues, consider also exploiting information from the subtitle text, as is done in Everingham et al.  

Some relevant references:

· W. Fitzgibbon and A. Zisserman. On affine invariant clustering and automatic cast listing in movies. ECCV 2002.

· J. Sivic and A.Zisserman.  Video Data Mining Using Configurations of Viewpoint Invariant Regions.  CVPR 2004.
· T. Berg, A. Berg, J. Edwards, D. Forsyth. Who's in the Picture. NIPS 2004  

· M. Everingham, J. Sivic, A. Zisserman.  Hello! My name is... Buffy -- Automatic Naming of Characters in TV Video.  British Machine Vision Conference, 2006.

4 Celebrity look-alikes

Design a system that can take a photo of a face and determine the celebrity who looks most similar.  (Check out the system from myheritage.com.)  You can download a face detection system from the web just to locate a face in the image, but you the face recognition algorithms should be implemented by the group.
5 Scene categorization

Design a technique to identify the category of a scene.  The method might distinguish between different types of rooms, for example (bedroom, family room, kitchen), or it might distinguish highways from forests from mountains.

Some relevant previous work, and data set references therein:

· A. Oliva and A. Torralba. Modeling the shape of the scene: a holistic representation of the spatial envelope, IJCV 2001.

· J. Vogel and B. Schiele. A semantic typicality measure for natural scene categorization. In DAGM’04 Annual Pattern Recognition Symposium, Tuebingen, Germany, 2004.

· M. Szummer and R. Picard. Indoor-outdoor image classification. In Workshop on Content-based Access of Image and Video Databases, Bombay, India, 1998.

· S. Lazebnik, S. Schmid, and J. Ponce. Beyond Bags of Features: Spatial Pyramid Matching for Recognizing Natural Scene Categories CVPR 2006

6 Face Detection system*
Develop and implement an algorithm to detect frontal human faces in a test image. The algorithm will be evaluated on novel images with faces in different scales and locations. The run-time should not exceed 7 min (for max resolution). You can develop your own ideas, implement an existing method of your choice or integrate several computer vision and machine learning techniques.
There is a large literature in face detection. Here are some refs:
· H. Schneiderman and T. Kanade. Object Detection Using the Statistics of Parts International Journal of Computer Vision, 2002 
· Paul Viola and Michael Jones. Robust Real-time Object Detection. International Journal of Computer Vision 2001. (The code exists on the web, but you are not allowed to use it)
7 Identifying road signs in video stream taking from a moving vehicle. *
It’s a follow up project. The detection of a road sign has been implemented before. This year project should use the detection scores from candidate sub-images from a video sequence and integrate them probabilistically to get more robust detection results.
